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ABSTRACT

ARTICLE INFO

The increasing use of large language models (LLMs) for Islamic legal
information retrieval presents substantial challenges related to halluci-
nations, source relevance, and the limited coverage of single-corpus re-
trieval-augmented generation (RAG) systems. This study proposes a se-
quential multi-corpus RAG architecture for a hybrid MUI fatwa chatbot
that prioritises authoritative fatwa documents while providing con-
trolled fallback retrieval from a curated hadith corpus. The system em-
ploys dense semantic retrieval using FAISS for the primary MUI fatwa
corpus, followed by similarity threshold filtering and LLM-based rele-
vance verification. When no sufficiently relevant fatwa context is identi-
fied, the query is redirected to sparse retrieval of over 12,370 hadith rec-
ords from Sahih al-Bukhari and Sahih Muslim. The proposed system was
compared with a conventional single-corpus RAG configuration using
the BERTScore and Giskard’s RAG evaluation toolkit (RAGET).
BERTScore evaluation on ten questions showed that the proposed archi-
tecture increased the average Fi-score from 0.6664 to 0.7546, represent-
ing a relative improvement of 13.23%. On 41 successfully paired evalua-
tion records, the Giskard faithfulness score increased from 0.8537 to
0.9439, equivalent to a 10.57% relative improvement. However, both sys-
tems produced an identical abstain rate of 26.83%, indicating that the
proposed architecture primarily improved answer relevance and contex-
tual grounding rather than overall question coverage. These findings
demonstrate that hierarchically organising knowledge sources according
to their authority and function can enhance the reliability of RAG-based
Islamic legal information systems. Nevertheless, the chatbot should be
regarded as a source-grounded information-access tool and not as a sub-
stitute for fatwas or qualified Islamic scholars.
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1. INTRODUCTION

Artificial intelligence (Al) has advanced rapidly in recent years, particularly in natural lan-
guage processing (NLP). The evolution of large language models (LLMs) has fundamentally trans-
formed the paradigm of human-machine interactions [1]. The capacity of generative Al to process
complex queries enables it to function as an intelligent information retrieval assistant, commonly im-
plemented through chatbot applications. Xu et al. [2] define a chatbot as an Al-based system capable
of interacting naturally with users across various service domains. Furthermore, Ardimansyah and
Widianto [3] demonstrated that integrating Al into instant messaging platforms can provide an interac-
tive and accessible medium for delivering information.

Within Indonesia’s predominantly Muslim population, the need for authoritative guidance on
Islamic legal matters necessitates access to credible sources, particularly fatwas issued by the Indone-
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sian Ulema Council (Majelis Ulama Indonesia, MUI). MUI fatwas hold considerable moral, social,
and religious authority as a source of guidance for Indonesian Muslims [4]. Hasanuddin et al. [4] and
Yuspiani et al. [5] further indicate that MUI fatwas strategically contribute to shaping Sharia-oriented
governance and policies that respond to the evolving challenges of contemporary society. However,
digital fatwa documents are predominantly stored as dispersed PDF files without a unified search sys-
tem. Consequently, locating relevant rulings through manual searches is time-consuming and requires
a degree of legal and contextual understanding that lay users may lack.

The application of Al to Islamic legal information raises an important scholarly concern re-
garding the appropriate boundaries of automated systems in this field. Dewi [6] argues that Al cannot
replace Islamic scholars in performing ijtihad because it lacks the capacity to understand magasid al-
Shariah holistically. Consistent with Putra’s [7] recommendation that the role of Al in religious mat-
ters should be clearly delimited, the system developed in this study positions Al strictly as a facilitator
of access to textual information contained in existing fatwas rather than as an autonomous fatwa-
issuing authority. This distinction is essential because generative Al systems remain vulnerable to lan-
guage-model hallucinations, through which plausible but factually unsupported responses may be pro-
duced [8].

Retrieval-augmented generation (RAG) offers a promising approach for mitigating this risk.
By grounding generated responses in externally retrieved documents rather than relying exclusively on
the knowledge encoded within an LLM’s parameters, RAG combines generative capabilities with ex-
ternal information retrieval and can reduce unsupported outputs [9]. More advanced approaches, such
as Self-RAG, further demonstrate that adaptive retrieval and self-reflection mechanisms are instru-
mental in improving response accuracy and faithfulness to source documents [10]. These capabilities
make retrieval-grounded generation particularly relevant to Islamic legal information systems, in
which traceability and authority of supporting evidence are fundamental requirements.

The integration of RAG into public information systems has produced encouraging results.
Fauzi and Sutabri [11] developed PublicTalk and reported a text-understanding accuracy exceeding
88%, whereas Cahyanti and Raya [12] introduced Chatku Al, which effectively processed externally
sourced PDF data and achieved a user acceptance score of 99.2%. Within the domain of Islamic litera-
ture, Rahayu et al. [13] developed a LangChain-based question-answering system using a PDF dataset
covering the jurisprudence of four Sunni schools of law. Similarly, Helviansyah et al. [14] employed
an LLM supported by a similarity search to retrieve information related to contemporary Islamic juris-
prudence. The retrieval of primary Islamic evidence has also been explored by Herwanza et al. [15] for
hadith extraction, while Haekal et al. [16] developed a closed-domain question-answering system for
fatwa documents using a conventional RAG architecture. Moreover, comprehensive evaluations of
LLMs in Islamic legal reasoning domains, including Islamic inheritance law, have revealed that stand-
ard models remain susceptible to fundamental reasoning failures and source misinterpretations [17].
These findings reinforce the importance of grounding generated responses in reliable external sources
such as research papers.

Evaluating a retrieval-grounded question-answering system requires more than just measuring
lexical overlap. Miyaji et al. [18] explained that BERTScore is effective for text evaluation because it
employs contextual representations to capture the semantic similarity between the generated and refer-
ence texts. Dobslaw et al. [19] introduced Giskard as an evaluation framework designed specifically
for LLM-based applications. The framework supports the assessment of properties, such as faithful-
ness to source documents, and the detection of hallucinated content. Therefore, the combined use of
semantic similarity and faithfulness evaluation can provide a more comprehensive assessment of
whether system-generated responses are both contextually relevant and adequately grounded in the
retrieved evidence.

Despite the technical foundation established by previous studies, a fundamental conceptual
limitation remains: predominant reliance on a single document corpus. MUI fatwas are inherently is-
sue-specific and problem-oriented; consequently, they are not intended to provide exhaustive coverage
of all areas of Islamic law. When a user submits a question that falls outside the scope of the available
fatwa documents, a conventional single-corpus RAG system may encounter an out-of-domain query.
Under such conditions, the system may retrieve weakly related passages and generate answers from
inappropriate contexts, thereby undermining both response relevance and source reliability.
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To address this research gap, this study develops a Hybrid MUI Fatwa Chatbot based on a se-
quential multi-corpus retrieval architecture. Its principal novelty lies in a hierarchical fallback mecha-
nism that initially prioritises semantic retrieval from the MUI fatwa corpus. When the system deter-
mines that no sufficiently relevant fatwa context is available, the query is automatically redirected to a
secondary corpus containing 12,370 curated authentic hadiths through lexical-retrieval. This priority-
based retrieval strategy preserves MUI fatwas as the principal source while providing controlled ac-
cess to supporting hadith evidence when the primary corpus cannot adequately address a query. There-
fore, this study contributes theoretically by proposing a sequential multi-corpus RAG architecture for
Islamic legal information retrieval. Practically, it provides an accountable digital information service
intended to reduce hallucinations, improve source traceability, and facilitate public access to authorita-
tive Islamic legal references without positioning Al as a substitute for qualified Islamic legal scholars.

2. RESEARCH METHODS

This study conducted a classification comparison of an English Qur'an translation dataset us-
ing two approaches: LSTM and RF with SMOTE. The implementation used Python with Tensor-
Flow/Keras for LSTM and Scikit-learn along with imbalanced-learn for Random Forest and SMOTE.
The general pipeline consisted of: (1) data loading and exploration, (2) text preprocessing, (3)
train/validation/test splitting with a 72-8-20 ratio, (4) feature extraction, (5) SMOTE oversampling per
label on training data, (6) model training, and (7) evaluation on unseen test data.

2.2. Research Design

This study adopted an engineering-oriented research design, focusing on system development
and comparative performance evaluation in the context of an Al-based question-answering system. A
controlled comparative experiment was conducted to assess two retrieval configurations: (1) a conven-
tional RAG system relying exclusively on a single MUI fatwa corpus and (2) the proposed sequential
multi-corpus retrieval system integrating MUI fatwa documents as the primary corpus and a curated
hadith database as the fallback corpus. As this study focused on data-driven system testing and auto-
mated evaluation, it did not involve human participants.

The research hypothesis posits that the proposed sequential multi-corpus retrieval method
generates higher-quality answers than a conventional single-corpus RAG system. The retrieval config-
uration (single-corpus RAG or sequential multi-corpus retrieval) was the independent variable. The
dependent variables comprised response quality, measured using BERTScore precision, recall, and F1-
score, as well as faithfulness and abstention behaviour, evaluated using the Giskard framework.

This study was motivated by the limited thematic coverage of MUI fatwas. Fatwas are gener-
ally issued in response to particular circumstances or emerging problems and are therefore not intend-
ed to cover every question concerning Islamic teachings. To address this limitation, the proposed sys-
tem employs a hierarchical retrieval. It first searches the MUI fatwa corpus using semantic similarity
and subsequently verifies the topical relevance of the retrieved context using an LLM-based decision-
making gate. When the primary corpus does not provide adequate context, the system redirects the
query to a curated hadith database serving as the secondary knowledge source.

2.2. Research Stages

This study was conducted in six stages. The first stage involved problem analysis to identify
the principal limitations associated with using MUI fatwa documents in an automated question-
answering system. These limitations include the unstructured nature of PDF documents and their is-
sue-specific coverage.

The second stage comprised a literature review of LLM-based question-answering systems,
RAG architectures, multi-corpus and hybrid retrieval strategies, and evaluation approaches based on
BERTScore and Giskard software. This stage established the conceptual and technical foundations of
the proposed architecture.

The third stage involved the collection of the corpus. The primary corpus consisted of MUI
fatwa documents in PDF format obtained from www.fatwamui.com/data-fatwa. The secondary corpus
comprised 7,008 hadiths narrated by al-Bukhari and 5,362 hadiths narrated by Muslim, obtained from
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the public GitHub repository at https://github.com/irsyadulibad. The secondary corpus contained
12,370 hadith records.

The fourth stage involved analysing and designing the sequential multi-corpus retrieval archi-
tecture, including document segmentation, embedding generation, vector storage, semantic retrieval,
lexical retrieval, relevance verification, query routing, and fallback mechanisms. The fifth stage com-
prised the implementation of a web-based chatbot. The sixth stage involved comparative system test-
ing using the BERTScore and Giskard RAG evaluation toolkit (RAGET).

2.3. System Analysis and Design

The proposed architecture employs an LLM as both a response generation component and an
adaptive relevance evaluator. LLaMA 3.1 8B was selected as the principal language model because it
offers competitive language understanding and instruction-following capabilities while remaining suf-
ficiently compact for local deployment. Its ability to process multilingual input is particularly relevant
because the system handles Indonesian queries and Islamic source materials that contain Indonesian
and Arabic expressions. Its instruction-following capabilities also support its use within an adaptive
decision gate that semantically evaluates whether a retrieved fatwa passage corresponds adequately to
the user’s query [20].

LangChain was employed as the orchestration framework connecting the retrieval, routing,
context construction, and response generation components. The architecture applies a hybrid storage
strategy based on the characteristics of each corpus (see Figure 1). The MUI fatwa documents were
pre-processed using the Recursive Character Text Splitter with overlapping segments. The resulting
text chunks were converted into dense vector representations and stored in a vector store to facilitate
semantic retrieval. Conversely, the structured hadith records were stored in a MySQL relational data-
base equipped with a full-text index to support lexical-retrieval.

Dense Retrieval Module

[ Text Chunking ]—b Embedding Vector ;/ectorr‘ E Qbuedrg, Orchestrator
Database earc mbeading

MUI Fatwa
PDFs

Adaptive Evaluation Gate

Sparse Retrieval Module Generator Module
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Figure 1. Architecture of the hybrid MUI fatwa Chatbot.
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Unlike conventional single-corpus RAG, the proposed system implements sequential multi-
corpus retrieval using three decision levels. The first level is primary semantic retrieval. At this level,
the system performs a dense retrieval of the vectorised MUI fatwa collection and applies an initial
similarity threshold to the retrieved passages.

The second level employs LLM-based relevance verification as an adaptive-decision gate. A
fatwa passage that passes the initial similarity threshold is not immediately used to generate answers.
Instead, the LLM evaluates whether the topic and meaning correspond sufficiently to the user’s intent.
This additional verification is intended to reduce the risk of generating responses from passages that
exhibit superficial semantic similarity but do not address the actual questions.
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The third level comprises dynamic routing, and fallback retrieval. When the decision gate con-
firms the relevance of the fatwa context, the retrieved passage is supplied to the generation component
for synthesising the answer. Conversely, when the retrieved fatwa context is judged to be inadequate
or irrelevant, the system redirects the query to the secondary hadith corpus. It then performs sparse
retrieval using full-text keyword matching to identify the supporting hadith records. This sequential
design preserves MUI fatwas as the prioritised source while extending the system’s coverage in a con-
trolled manner.

2.4. System Implementation

The user interface was implemented using Streamlit, which provides an interaction layer be-
tween users and the chatbot pipeline. The main application page consists of a navigation panel on the
left and an interaction panel in the central region. The navigation panel presents six representative
sample questions concerning online transactions, bank interest, Friday prayers during a pandemic, in-
surance, ablution procedures and music in Islam. It also provides access to conversation history. The
main interaction panel contains a text-input field and a “Search for an Answer” button that initiates the
retrieval and response generation process in real time. A minimalist green visual theme was adopted to
establish a consistent interface identity appropriate for the application domain.

The system was developed and tested on a computer equipped with an Intel® Core™ i5-
13450HX processor, 20 GB RAM, 512 GB solid-state drive, and Windows 11 operating system. Py-
thon was used as the primary programming language. Llama 3.1 8B was executed locally using the
Ollama runtime. Local deployment eliminates the dependency on third-party API keys and external
token quotas while retaining user queries within the local execution environment.

The model temperature was set to 0.8 to provide sufficient linguistic flexibility when synthe-
sising retrieved fatwa and hadith passages into coherent responses that were contextually appropriate.
The context window was limited to 2,048 tokens to balance the local memory consumption, inference
speed, and capacity required to accommodate the system prompt, user query, and retrieved passages.
This configuration was also intended to reduce the inclusion of excessive context that could distract
the model from the most relevant evidence to be detected.

The all-MiniLM-L6-v2 sentence-transformer model was used to encode fatwa passages into
384-dimensional vector representations. This model was selected because it provides a practical bal-
ance between computational efficiency and the quality of semantic representation for local retrieval.
FAISS with an IndexFlatIP index was used as a dense retriever. The document vectors were normal-
ised so that the inner-product search could be applied as cosine similarity retrieval.

The sparse retrieval component used MySQL Full-Text Search over a secondary corpus of
7,008 al-Bukhari and 5,362 Muslim hadiths. The initial routing mechanism applied a similarity thresh-
old of 0.35 to the data. When the highest dense retrieval score did not exceed this threshold, the query
was redirected to the sparse retrieval path without proceeding to answer generation from the fatwa
corpus. Queries exceeding the threshold underwent an additional LLM-based relevance verification
stage. The system also incorporated a rule-based keyword bypass that directly activated hadith retriev-
al when the user explicitly requested a hadith or specifically referred to a hadith source.

2.5. System Testing and Evaluation

A controlled end-to-end evaluation was designed to compare the overall response quality of
two system configurations: the proposed sequential multi-corpus chatbot, which combines the MUI
fatwa corpus with a hadith fallback retrieval, and a conventional RAG system restricted to the MUI
fatwa corpus. To isolate the effect of the retrieval strategy, all remaining system components—
including the LLM, prompt configuration, temperature setting, and user interface configuration—were
maintained consistently across both experimental conditions.

Two separate evaluation datasets were used because BERTScore and Giskard assess different
aspects of system performance and require different evaluation inputs to do so. The first dataset com-
prised ten specific questions, accompanied by manually constructed reference answers. It was used to
assess response relevance using the BERTScore. Each system-generated answer was treated as a can-
didate or hypothesis, and the corresponding human-annotated answer served as the reference. The
BERTScore precision, recall, and F1-score were calculated to quantify the contextual semantic simi-
larity between the generated and reference answers. Precision represents the degree to which the se-
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mantic content of the generated response is supported by the reference answer, whereas recall indi-
cates the extent to which the reference content is covered by the generated response. The F1-score
provides a harmonic mean.

The second dataset consisted of 50 separate questions evaluated using Giskard’s Retrieval-
Augmented Generation Evaluation Toolkit. This evaluation focused on whether the generated answers
remained faithful to the retrieved context and whether the system appropriately abstained when ade-
quate supporting information was unavailable. The dataset covered two representative categories:
questions falling within the thematic coverage of MUI fatwas and questions outside the primary cor-
pus that required retrieval from a secondary hadith database.

The principal Giskard metrics were faithfulness and abstention rate. Faithfulness indicates the
extent to which the claims contained in a generated answer can be supported by the retrieved source’s
context. The abstention rate represents the proportion of cases in which the system refrains from
providing unsupported answers when the available context is inadequate. These measures were used as
behavioural indicators of grounding reliability and hallucination risk. The combination of BERTScore
and Giskard enabled the evaluation to consider both semantic correspondence with human-authored
reference answers and factual grounding in the retrieved evidence.

3. RESULTS AND DISCUSSIONS

This section presents and discusses the comparative performance of the conventional single-
corpus RAG system and the proposed sequential multi-corpus retrieval system. The evaluation exam-
ines complementary dimensions of response quality, including semantic correspondence with human-
authored reference answers using BERTScore, and contextual grounding and abstention behaviour
using Giskard RAGET. The findings are subsequently interpreted to determine the contribution of the
proposed architecture compared with those of previous studies and examined in relation to their theo-
retical significance, practical implications, and methodological limitations.

3.1. BERTScore Evaluation Results

BERTScore was used to measure the semantic similarity between the answers generated by
each system and the corresponding human-authored reference answers. The evaluation involved ten
guestions covering various Islamic legal topics represented in the MUI Fatwa and hadith corpora.

The results demonstrate that the proposed sequential multi-corpus retrieval system consistently
outperformed the conventional single-corpus RAG configuration on all BERTScore metrics. As pre-
sented in Table 1, the conventional RAG system achieved an average precision of 0.6770, a recall of
0.6630, and an F1-score of 0.6664. In comparison, the proposed system achieved a precision of
0.7634, recall of 0.7506, and F1-score of 0.7546.

The largest relative improvement was observed in the F1-score, which increased by 13.23%.
The recall increased by 13.21%, indicating that the proposed system captured a greater proportion of
the semantic information contained in the reference answers. The precision also increased by 12.76%,
suggesting that the generated content corresponded more closely to the expected answers. Collective-
ly, these findings indicate that the proposed retrieval architecture produced answers with better seman-
tic coverage and greater alignment with reference responses. Nevertheless, because the evaluation in-
volved only ten questions, the observed improvements should be interpreted as descriptive rather than
statistically significant improvements.

Table 1. BERTScore evaluation results for ten test questions.

Metric Standard RAG Proposed multi-corpus RAG Relative improvement

Precision 0.6770 0.7634 12.76%
Recall 0.6630 0.7506 13.21%
F1-score 0.6664 0.7546 13.23%

3.2. Giskard RAGET Evaluation: Faithfulness and Abstain Rate
The Giskard RAGET was used to assess response grounding and the system’s tendency to ab-
stain when sufficient supporting evidence was unavailable. The evaluation dataset initially comprised
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50 questions. However, several records could not be processed during the automated evaluation be-
cause of technical execution failures. The standard RAG configuration produced valid results for 46
questions, whereas the proposed system produced valid results for 43. To ensure a direct and fair com-
parison, the final paired analysis was restricted to 41 questions that were successfully evaluated under
both configurations.

Faithfulness measures the extent to which the claims contained in the generated answer are
supported by the retrieved context. On the 41-question intersection, the standard RAG system
achieved an average faithfulness score of 0.8537 (85.37 %). The proposed sequential multi-corpus sys-
tem achieved 0.9439, or 94.39%, representing a relative improvement of 10.57% (see Table 2). This
result indicates that the proposed system generated answers that were more consistently grounded in
retrieved source material.

Both systems recorded an identical abstain rate of 0.2683, equivalent to 26.83%. The un-
changed abstain rate indicates that the proposed architecture does not increase the proportion of ques-
tions for which an answer can be generated. Its principal advantage is the grounding quality of the an-
swers produced. In other words, incorporating a secondary hadith corpus and an adaptive relevance
verification mechanism improved faithfulness without reducing the frequency of abstention.

Table 2. Giskard RAGET evaluation results.

Proposed multi-

Metric Standard RAG Change
corpus RAG
Faithfulness 0.8537 (85.37%) 0.9439 (94.39%) +10.57% relative
Abstain rate 0.2683 (26.83%) 0.2683 (26.83%) 0.00%
Successfully evaluated records 46 43 —
Paired intersection used for comparison 41 41 —

The faithfulness score should be interpreted as an indicator of contextual grounding rather
than as direct proof that hallucinations were completely eliminated. A highly faithful answer may re-
main incomplete or inherit limitations from the retrieved documents. Nevertheless, this improvement
provides evidence that the proposed retrieval and routing mechanism reduces the likelihood of gener-
ating claims unsupported by the supplied context.

3.3. Comparative Analysis of Standard and Proposed RAG Systems

The two evaluation procedures examine complementary dimensions of response quality.
BERTScore assessed semantic correspondence with human-authored reference answers using ten
questions, whereas Giskard RAGET assessed contextual faithfulness and abstention behaviour using
41-question paired intersections. Therefore, the results should not be treated as originating from a sin-
gle common sample. Instead, they jointly provide descriptive evidence of response relevance and reli-
ability.

The proposed system improved the BERTScore F1-score from 0.6664 to 0.7546. This 13.23%
relative improvement indicates a better balance between semantic precision and coverage in the pro-
posed model. The simultaneous increases in precision and recall further demonstrate that the im-
provement did not result merely from generating longer or more inclusive responses; the generated
information also exhibited a closer semantic correspondence with the reference answers.

A similar pattern emerged for the contextual grounding. Faithfulness increased from 85.37%
to 94.39%, corresponding to a relative improvem37%f 10.57 percentage points. This result suggests
that the LLM-based relevance gate and secondary retrieval path enabled the system to construct an-
swers from more appropriate evidence. When the primary fatwa corpus does not contain an adequate
passage, the system can avoid relying on weakly related fatwa content and instead retrieve supporting
material from the hadith corpus.

However, the identical abstinence rate of 26.83% reveals an important limitation. Although
the proposed architecture improved the quality of the supported answers, it did not broaden the sys-
tem’s answerable coverage within the paired evaluation set. Consequently, the benefit of sequential
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multi-corpus retrieval was primarily qualitative rather than quantitative: the system generated more
relevant and better-grounded answers, but it did not answer a greater proportion of questions.

3.4. Discussion and Comparison with Previous Studies

These findings support the research hypothesis that sequential multi-corpus retrieval can im-
prove the response quality of an Islamic legal information chatbot compared to conventional single-
corpus RAG. The improvement in BERTScore F1 and faithfulness indicates that combining prioritised
corpus selection, threshold-based filtering, LLM-assisted relevance verification, and controlled
fallback retrieval offers advantages over retrieving evidence exclusively from MUI fatawa documents.

The proposed architecture extends the closed-domain fatwa question-answering approach de-
veloped by Haekal et al. [16], which relies on a single document corpus. In contrast, the present study
preserves MUI fatwas as the primary authoritative corpus while introducing a controlled fallback to a
curated hadith database when no relevant fatwa context is identified. This design addresses the issue-
specific nature of fatwa documents without treating fatwas and hadith as interchangeable sources. The
fallback corpus supplements the primary corpus but does not replace the interpretative and institution-
al authority associated with an MUI fatwa.

Rahayu et al. [13] reported an average BERTScore F1-score of approximately 0.81 for a
LangChain-based question-answering system covering the jurisprudence of the four Sunni schools.
Direct numerical comparison with the present study should be approached cautiously because the stud-
ies used different corpora, question sets, reference answers and experimental configurations. Neverthe-
less, this comparison illustrates the broader value of retrieval-grounded generation for Islamic
knowledge applications. The distinct contribution of the present study lies in its sequential routing
mechanism, which combines an initial similarity threshold, semantic verification by an LLM, and
fallback retrieval from secondary corpus.

These findings are also consistent with previous research [16], indicating that access to multi-
ple knowledge sources can improve retrieval performance relative to reliance on a single source. Simi-
larly, the results correspond conceptually with the findings reported in [17], where combining sparse
and dense retrieval with LLM-based re-ranking improved question-answering accuracy in the biomed-
ical domain. Biomedical and Islamic legal information systems differ substantially in their epistemo-
logical and operational requirements. However, both domains require accurate source selection, termi-
nology-sensitive retrieval, and robust safeguards against unsupported generation. The present results
suggest that layered retrieval and relevance verification can be beneficial for accessing Islamic legal
information.

The faithfulness score of 94.39% is particularly relevant because an Islamic legal information
system must maintain a clear correspondence between its generated responses and the cited source
material. However, this score should not be interpreted as evidence that the system is qualified to issue
fatwas or conduct independent Islamic legal reasoning. The chatbot remains an information retrieval
interface that summarises existing documentary sources. Questions requiring interpretation, reconcilia-
tion of conflicting evidence, contextual legal reasoning, or consideration of magasid al-Shariah must
remain within the authority of qualified Islamic scholars.

3.5. Theoretical Significance and Practical Implications

Theoretically, this study contributes to a sequential multi-corpus RAG architecture for ques-
tion answering in the Islamic legal information domain. The architecture integrates dense semantic
retrieval from a primary fatwa corpus, similarity-based filtering, LLM-assisted relevance verification,
and sparse lexical retrieval from a secondary Hadith corpus. This design demonstrates that multi-
corpus integration does not necessarily require the simultaneous retrieval of all available sources. In-
stead, corpora can be organised hierarchically according to their function and authority within the ap-
plication context.

This study also demonstrates the importance of evaluating retrieval-grounded systems across
multiple dimensions. BERTScore captures semantic correspondence with reference answers, whereas
faithfulness assesses whether the generated claims are supported by the retrieved evidence. The un-
changed abstention rate further shows that improvements in answer gquality do not automatically trans-
late into broader question coverage. Therefore, these dimensions should be assessed separately when
evaluating RAG-based systems.
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From a practical perspective, increasing faithfulness from 85.37% to 94.39% may reduce the
risk of presenting users with information disconnected from the retrieved Islamic sources. This archi-
tecture can facilitate more efficient access to MUI fatwas while providing a contrrerankingorting
pathway to authentic hadith records when the primary corpus is insufficient. Therefore, it may serve as
a reference architecture for Islamic institutions, pesantren-based educational organisations, and public-
service platforms seeking to develop source-grounded Al applications.

However, practical implementation requires explicit safeguards. Generated responses should
identify whether their supporting evidence originates from an MUI fatwa or the hadith corpus, provide
traceable citations, and communicate that the retrieved hadith evidence does not automatically consti-
tute an institutional fatwa. The interface should also direct users to qualified scholars when a question
involves contextual interpretation, conflicting evidence, or circumstances that are not adequately rep-
resented in the available corpora.

3.6. Limitations and Directions for Future Research

Several limitations should be considered when interpreting these findings. First, the
BERTScore evaluation was based on only ten questions. Although the results consistently favoured
the proposed system, this sample is insufficient to represent the full diversity of Islamic legal questions
or support claims of statistical significance. Future studies should employ a substantially larger and
stratified evaluation dataset covering transactional law, worship, family law, finance, food, health,
technology, and contemporary social issues.

Second, the Giskard evaluation initially involved 50 questions, but the paired comparison was
restricted to 41 questions because of automated evaluation failures. Although using the intersection
ensured a fair comparison, the missing evaluation records may have introduced selection bias if the
failed cases systematically differed from those successfully processed. Future experiments should
document the causes of evaluation failure, rerun unsuccessful records where possible and report metric
uncertainty using confidence intervals or paired statistical tests.

Third, the study relied on automated evaluation and did not include usability testing or expert
validation by legal scholars. BERTScore measures semantic similarity but cannot determine whether a
response reflects a valid Islamic legal interpretation. Similarly, automated faithfulness measures con-
textual support, not the theological authority, completeness, or legal appropriateness of answers. Sub-
sequent research should combine automated metrics with structured assessments conducted by MUI
representatives, hadith specialists, Islamic jurisprudence scholars and intended users.

Fourth, the unchanged abstain rate of 26.83% indicates that the secondary hadith corpus did
not sufficiently address all questions unsupported by the fatwa corpus. Future research could incorpo-
rate an additional controlled retrieval tier comprising recognised classical jurisprudential works, con-
temporary Islamic legal encyclopaedias and other institutionally validated sources. Such an expansion
should preserve the source hierarchy and metadata so that users can distinguish between institutional
fatwas, primary textual evidence, and scholarly interpretations.

Finally, retrieval performance may be constrained by the multilingual characteristics of the
corpus and the queries. The all-MiniLM-L6-v2 model offers computational efficiency but may not
optimally represent specialised Indonesian and Arabic terms. Future work should evaluate multilingual
or domain-adapted embedding models, investigate Arabic—Indonesian cross-lingual retrieval, and ex-
plore fine-tuning using curated fatwa and hadith datasets. Further experiments could also optimise the
similarity threshold, compare alternative re-ranking strategies, and assess whether lower generation
temperatures improve factual consistency in source-sensitive applications.

4. CONCLUSION

This study developed and evaluated a Hybrid MUI Fatwa Chatbot based on a sequential multi-
corpus retrieval architecture. The proposed system prioritises dense semantic retrieval from MUI fatwa
documents and applies similarity-based filtering, followed by LLM-assisted relevance verification.
When the retrieved fatwa context is insufficient or irrelevant, the query is redirected to a secondary
corpus containing 12,370 curated hadith records using sparse lexical retrieval. This hierarchical mech-
anism preserves MUI fatwas as the principal source while extending access to supporting Islamic evi-
dence in a controlled and traceable way.

A hybrid multi-corpus RAG framework for faithful and source-grounded ... (Kurnia et al.)
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The evaluation results indicate that the proposed architecture produces more relevant and bet-
ter-grounded answers than the conventional single-corpus RAG configuration. The average
BERTScore Fl1-score increased from 0.6664 to 0.7546, representing a relative improvement of
13.23%.Similarly, the Giskard faithfulness score increased from 0.8537 to 0.9439, equivalent to a rela-
tive improvement of 10.57%. These findings support the research hypothesis that sequential multi-
corpus retrieval can improve both semantic correspondence with reference answers and faithfulness to
the retrieved evidence.

However, both systems recorded an identical abstention rate of 26.83%. Therefore, the princi-
pal contribution of the proposed architecture lies in improving the quality and grounding of the gener-
ated answers rather than increasing the proportion of questions that can be answered. This finding fur-
ther demonstrates that improvements in response relevance and faithfulness do not necessarily result
in a broader knowledge coverage. Additional knowledge sources and more effective retrieval strate-
gies are required to reduce abstention without compromising the reliability of the source.

Theoretically, this study contributes a hierarchical approach to multi-corpus RAG, in which
knowledge sources are organised according to their function and authority rather than retrieved simul-
taneously. Practically, the resulting system can facilitate public access to MUI fatwas and supporting
hadith evidence while reducing the risk of generating responses from weakly related contexts. Never-
theless, the chatbot should be regarded strictly as an information-access and source-summarisation
tool. It is not designed to issue fatwas, perform independent ljtihad, or replace qualified Islamic schol-
ars.

The findings remain subject to severarerankingons, particularly the relatively small
BERTScore dataset, the reduced number of paired records successfully evaluated using Giskard, and
the absence of user testing and expert validation by Islamic legal experts. Future research should em-
ploy larger and more diverse evaluation datasets, incorporate expert assessments and usability testing,
investigate domain-specific Arabic—Indonesian embedding models, and introduce additional institu-
tionally validated knowledge tiers. Further optimisation of the retrieval threshold, reranking mecha-
nism, and abstention strategy may also improve question coverage while maintaining the authority,
transparency, and traceability required in Islamic legal information systems.
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